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Abstract—A novel binary audio fingerprint obtained by filtering
and then quantizing the spectral centroids is proposed. A feature
selection algorithm, coined pairwise boosting (PB), is used to
determine the filters and quantizers by casting the fingerprinting
problem of identifying a query audio clip into a binary classification problem. The PB algorithm selects the filters and quantizers
which lead to accurate classification of matching and nonmatching
audio pairs: a matching pair is an audio pair that should be
classified as being identical, and a nonmatching pair is a pair that
should be classified as being different. By iteratively reducing the
classification error of both matching and nonmatching pairs, the
PB algorithm improves both the robustness and discriminating
ability. In our experiments, the proposed fingerprint outperformed
previously reported binary fingerprints in terms of robustness
and discriminating ability. In the experiment, we compared the
performances of a number of distance measures.
Index Terms—Audio fingerprinting, boosting, content-based
audio identification.

I. INTRODUCTION

T

HE demand for protecting, managing, and indexing
digital audio is growing, and as a viable solution,
fingerprinting is receiving increased attention. An audio fingerprinting system extracts feature vectors known as fingerprints
from a query audio clip, finds matching fingerprints in a database (DB), and retrieves the appropriate meta-data associated
with the matching fingerprint in the DB. As a result of growing
interest, various audio fingerprinting systems have been proposed in recent literature [2]–[9].
An audio fingerprint must 1) be able to discriminate between
matching and nonmatching audio segments, must 2) be robust
against expected signal degradations, and must 3) allow efficient matching and searching. Efficient matching and searching
is critical in practical fingerprinting systems that may contain
millions of entries [2], [10]. In general, matching and searching
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efficiency can be improved by using compact fingerprints with
a suitable distance measure. Properly designed binary fingerprint will allow efficient matching and searching, and it can be
obtained as a representation of the output of a multilevel quantizer.
This paper proposes a novel binary audio fingerprint obtained
by quantizing the filtered outputs of spectral centroids [6]. The
performance of the proposed fingerprint depends on the choice
of filters and quantizers. The filters and quantizers are determined by casting the fingerprinting problem into a binary classification problem. By reducing the classification error, a feature
selection algorithm, which is coined pairwise boosting (PB), selects the filters from a class of filters similar to the Haar wavelet
filter appropriate for fingerprinting [12]. The PB algorithm also
determines the appropriate quantizer for each selected filter. The
PB algorithm is adapted from a well-known machine learning
algorithm called Adaboost [13], [14] for the purpose of feature
(the parameters used to extract the fingerprint) selection, and it
requires the input to be a pair of data whereas Adaboost imposes
no such restriction.
Given a set of labelled training data of perceptually similar
(matching) and dissimilar (nonmatching) pairs of audio clips,
the PB algorithm iteratively selects a classifier which leads to
low classification error. In each iteration, a different training
weight distribution is used: the distribution is updated at each
iteration so that falsely classified data pairs are weighted more
while those that are correctly classified are weighted less. The
PB algorithm iteratively updates the weights of both matching
and nonmatching pairs so that robustness and discriminating
ability of the fingerprint are enhanced at each iteration. Previously, asymmetric pairwise boosting (APB), a variant of Adaboost, has been proposed in audio fingerprinting [7], [9] where
only the weights of matching pairs are updated; however, this
asymmetric update limits the discriminating ability of an audio
fingerprint.
The remainder of this paper is organized as follows. Section II
explains the PB algorithm and the extraction process of the
proposed binary audio fingerprint. Section III explains the
matching process for the proposed fingerprint. Section IV
analyzes the PB algorithm. Section V presents the experimental
results. Section VI concludes this paper.
II. PROPOSED BINARY AUDIO FINGERPRINT
Fig. 1 shows the block diagram of the four stages of the
extraction process of the proposed binary fingerprint: preprocessing, spectral subband centroid (SSC) computation [6], filtering, and quantization. From the viewpoint of compactly representing audio clip to perform fingerprinting, the input is being
represented more compactly every stage.
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Fig. 1. Extraction process of the proposed audio fingerprint.

First, an audio clip is converted to a normalized format.
-dimensional SSC vector is calculated every
Second, an
conframe of a preprocessed input audio clip. Third, every
secutive -dimensional SSC vector is appropriately filtered,
and finally, the filtered output is quantized to produce the final
binary audio fingerprint. The appropriate filter and quantizer are
determined offline using the PB algorithm on a set of training
data.
A. Preprocessing and SSC Computation [6]
An audio clip is converted to a normalized format (mono and
11 025-Hz sampling rate), and then framed by overlapping windows whose size and shift are denoted as
and , respectively. An -dimensional SSC vector is computed every frame:
each frame is divided into
critical bands [11], and from each
critical band, a spectral centroid is computed [6]. A binary fingerprint is derived from a collection of consecutive SSC vectors referred to as an SSC image. An SSC image which is an
matrix is denoted as , and the
th element of
is denoted as
where
and
.
For every frame shift, an SSC image is obtained from an audio
.
of length
B. Filter and Quantizer
From a number of candidate filters and candidate quantizers,
the PB algorithm selects a set of filters and quantizers. Thus,
candidate filters and quantizers must be defined prior to running
the PB algorithm.
is determined by the type, width
A filter
, height
, and reference point. The width and height
determine the time-frequency support of the filter with respect to
the reference point. Six filter types, , , and reference point
are shown in Fig. 2. The filter computes the difference in sum of
the SSC features in different time-frequency support, and
is mathematically expressed as
(1)
where the set
and set
denote the white and black regions of a filter, as shown in the figure. The reference point
denotes the offset of the filter support in an SSC image

Fig. 2. Filtered output is computed as the difference between the sum of
x(
) in white region and the sum of x(
) in black region. (a) Width
SSC image. (b) Six filter
( ), height ( ), and reference point in an
types used in the proposed PB algorithm.

m;n
W

H

m;n
M 2N

where and denote subband index and frame index, respectively. An SSC image is extracted for every frame shift, thus
since shifting the filter is equivalent to shifting the SSC
SSC image, , , and
can vary.
image. Given an
, and
.
Thus,
A filter type limits the ranges of
and . For Type (b) and (e)
must be a multiple of 2. For Type (c),
must be a
filters,
multiple of 3. For Type (a) and (e) filters, must be a multiple
must be a multiple of 3. To evaluate the
of 2. For Type (d),
performance of the proposed fingerprint, 3808 different candiand
.
date filters were considered with
is defined by a set of
A quantizer
thresholds, denoted as
, where
. The quantizer
is defined as

(2)
For a single candidate filter, a number of candidate quantizers
are considered based on a number of candidate thresholds
which are determined depending on the range of filtered outcandidate
puts of the training data. For a filter, we set
that minimize the mean squared quantithresholds
zation error of filtered outputs of the training data. Then, from
combinations of
possible
thresholds, one combination is selected. In our experiment,
and
. Thus, 969 candidate quantizers were
considered for each filter.
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C. Binary Fingerprint Extraction
As shown in Fig. 1, an audio fingerprint is obtained by quantizing the filtered outputs. The binary fingerprint of an SSC
in binary form.
image is obtained by representing
different outputs, the output
Since a quantizer can have
of a quantizer can be represented in binary form using
bits, where
returns the smallest integer larger
than . Henceforth, the binary representation function is denoted
, where
. In our
as
[15].
experiment, the Gray code is used for
D. Pairwise Boosting
Using a collection of labelled pairs of SSC images as training
data, the PB algorithm iteratively selects a set of classifiers. Each
classifier is parameterized by a filter and quantizer, and these filters and quantizers are used for the fingerprint extraction. Each
training data is labelled as either a matching (denoted as “ ”)
or a nonmatching pair (denoted as “ ”). With the criterion of
minimizing the weighted classification error, the PB algorithm
iteratively selects number of classifiers.
A classifier defined by a particular filter and quantizer classifies a pair of SSC images into either a matching or a nonand , the clasmatching pair. For a given SSC image pair
sifier classifies the pair by determining whether the quantized
and
are equal or not. This is matheoutputs of
matically expressed as
if
otherwise

Fig. 3. Summary of the PB algorithm.

III. FINGERPRINT MATCHING
For a fingerprinting system to find a matching fingerprint, the
distance measure between two fingerprints must be defined. For
the proposed fingerprint, two distance measures are considered:
the Hamming distance (i.e., the number of bit errors) [2] and
. The functions to
a distance considering the output of
and
,
compute the two distances are denoted as
-bit
respectively. The Hamming distance between two
binary fingerprint vectors
and
is computed as

(3)
(4)
A candidate classifier is parameterized by a different filter and
quantizer, thus there are 3808 969 candidate classifiers. Selecting a classifier is equivalent to selecting a filter and its associated quantizer.
training
The PB algorithm is described in Fig. 3. Given
data, the weight assigned to the th data in the th iteration
is initialized to
for
. In each iteration, the
that minimizes the weighted error is selected
classifier
from a number of possible candidate classifiers. The classifier,
the filter, and the threshold set selected in the th iteration are
, and
, respectively. For
denoted as
will be denoted as
.
notational simplicity,
The weighted error of the th iteration
is defined as the sum
of weights assigned to the pairs which are falsely classified by
the th classifier. The weight
is updated and normalized
such that the weights of falsely classified data are increased, and
vise versa for correctly classified data. This is the same as in
Adaboost [13], [14]. Weight normalization limits the range of
.
the weighted error so that
After iterations, number of filters and quantizers are obtained, and these are used for the fingerprint extraction. By confor
, the binary fincatenating
gerprint vector of length
is obtained from an SSC image
every frame.

denotes the th element of
where
is an indicator function defined by

for

, and

if is true
otherwise

(5)

The distance
between two binary fingerprints and
and , is computed as
extracted from SSC images

,

(6)
where
, and
of

is an

is the inverse function
-bit sequence defined as
(7)

for

and

. We can rewrite

as

(8)
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better classify those data which were incorrectly classified by
. This will only happen when
as in the case of Adaboost [13]. The weight update equation in Fig. 3 indicates that
and that the weights
weights are not changed when
.
of correctly classified data are increased when
,
To update the weights of nonmatching pairs with
. Let us suppose that an SSC image is randomly drawn
from a distribution such that
for
, where
is the probability of event . If
and
are independently and
two nonmatching SSC images
is
randomly selected, then the probability that the pair
classified as a matching pair is given by

(9)

Fig. 4. Scatter plot of (F (x ); F (x )) for matching and nonmatching pairs
and (a) a classifier with three thresholds and (b) a classifier with a single
threshold. Horizontal and vertical lines indicate threshold, and the shaded
region indicates region where a pair is classified as a matching pair.

Thus,
measures the distance between two quantized outis performed at the bit-level while
is perputs.
mapping. Thus,
formed at the integer-level and requires
requires less computational complexity than
.
But,
performs slightly better than
. This is experimentally verified in Section V.
We assume that the audio identification is performed based on
consecutive SSC images which are obtained for every frame
shift. The fingerprint vectors of
SSC images are extracted
from a query audio clip, and the matching fingerprint is deter-bit fingerprint vectors.
mined using number of
IV. ANALYSIS OF THE PB ALGORITHM
It should be realized that the notion of classifying matching
pairs and nonmatching pairs relates respectively to the robustness and the discriminating ability. For correct classification of
matching pairs, the two fingerprints extracted from a matching
pair should be the same, and this relates to the robustness. For
correct classification of nonmatching pairs, the two fingerprints
extracted from a nonmatching pair should be different, and this
relates to the discriminating ability of the fingerprint.
The PB algorithm iteratively selects a classifier such that
the classifier selected at each iteration can better classify those
training data which the classifier selected at the previous iteration could not classify. By updating and normalizing the weight
distribution of the training data, the weights of falsely classified
data are increased, and the weights of correctly classified data
are decreased. In order to minimize the weighted classification
error, the selected classifier will place more emphasis on data
will
with high weights than data with low weight. Thus,

where the inequality is derived using
and the
, the PB algorithm
Cauchy–Schwartz inequality.1 When
performs no better than a random coin toss for classifying nonfor nonmatching pairs, and this does not lead to
matching pairs. Thus, the APB algorithm [7] does not update
the weights of nonmatching pairs. This asymmetry limits the
discriminating ability. It is necessary to update weights of both
matching and nonmatching pairs in order to prevent asymmetry.
should be
To update weights of nonmatching pairs,
satisfied for nonmatching pairs. From (9), the necessary condisatisfies
for nonmatching pairs is
tion that
.
Fig. 4 compares two classifiers—one based on three threshand one based on a single threshold
. The
olds
overlayed with
figure shows the scatter plot of
the classification results of the classifier with three thresholds
and with a single threshold. As shown in Fig. 4, using a classifier with a single threshold, about half of nonmatching pairs are
classified as matching pairs (indicated by the shaded region),
whereas using a classifier with three thresholds, the classification error for nonmatching pair is much less: the classification
error for nonmatching pair is 0.558 in Fig. 4(b), whereas it is
only 0.249 in Fig. 4(a).
The PB algorithm does not construct a combined classifier as
in Adaboot [13], [14]. However, the combined classifier, that can
be constructed by the PB as in the case of Adaboost, can be used
as a similarity measure between two binary fingerprints. After
iterations, Adaboost [13], [14] outputs a combined classifier
defined by
if
otherwise.
where the confidence value

(10)

is defined by
(11)

1(

p

2 1)  (

p

)

2(

1 ).
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TABLE I
SELECTED FILTERS AND QUANTIZERS

Fig. 5. Classification error of training data.

. To compute an SSC feature, 16
where
nonoverlapping frequency bands are selected
they lie in the range from 300 to 5300 Hz [6]. We assume that
the basic unit for audio identification is 5 s. For this to happen,
, thus a 5-s audio clip
is identified using 16 32-bit or 16 64-bit fingerprint.
B. Training Data

Based on the combined classifier, the similarity between two
-bit fingerprint vectors
and , extracted from
and , respectively, can be computed as

We compared this similarity measure to
and
Our experimental results in Section V-G show that
are better than
.

.
and

V. EXPERIMENTAL RESULTS
A. Experimental Setup
In our experiment,
or ,
,
ms, and
ms, and this leads to
a 32- or 64-bit fingerprint vector for an input audio of length

A set of training data of matching and nonmatching pairs are
required as input to the PB algorithm. From original and distorted audio, matching and nonmatching pairs are generated.
Training data should be as large as possible to reflect the testing
environment and should include various distortions, which can
occur in a practical fingerprinting system. The list of audio distortions considered in our experiment is as follows [4]:
1) Time delay (TD): 92.9-ms shift.
2) Octave band equalization (EQ1): Adjacent band attenuations set to 6 and 6 dB in an alternating fashion.
3) Volume change (V): Envelop tremors.
4) Echo (E): Filter-emulating old time radio.
5) Bandpass filtering (BPF): 400-Hz to 4-kHz bandpass filtering.
6) WMA encoding (WMA): 64-kb/s WMA encoding.
7) 1/3 octave band equalization (EQ2): 30-band pop equalization.
8) Sampling rate change (SR): Down-sampling to 16 kHz and
up-sampling to 44.1 kHz.
For all audio clips used in this experiment, 96-kb/s MP3 encoding (MP3) is performed in addition to the above distortions.
From 100 original and 800 distorted songs obtained by distorting the audio with one of the above distortions, about 22 000
matching and 22 000 nonmatching pairs are selected and used
in the feature selection.
C. Selected Filters and Quantizers
The filters and quantizers selected by the PB algorithm are
shown in Table I when
. From 3808 candidate filters, 32
filters and their associated quantizers are selected. As shown in
Table I, 32 filters of various types and sizes are selected. There is
very little redundancy between the selected filters. No two filters
are mainly
are the same. The filters with small and large
,
selected. Among the 32 selected filters, 22 filters have
. This selection can be interpreted as
and 20 filters have
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Fig. 6. Experimental results of 32-bit (I = 16) fingerprint against various distortions: (a) TD+MP3. (b) EQ1+MP3. (c) V+MP3. (d) E+MP3.
(e) BPF+MP3. (f) WMA+MP3. (g) EQ2+MP3. (h) SR+MP3. (i) TD+EQ1+V+E+MP3. (j) WMA+EQ2+SR+MP3. (k) TD+E+BPF+EQ2+MP3.
(l) EQ1+V+BPF+WMA+MP3.

follows: the fingerprints with high frequency resolution and low
temporal resolution are selected.
D. Training Error
Fig. 5 shows the classification error of the training data at
each iteration. The classification error is defined as the ratio
of the number of the misclassified data to the total number of
data. The classification error of training data at each iteration
is obtained using
. As written in (10), the confidence
values are used as weights, and in our experiment, the weights
are nearly equal across all individual classifiers selected each iteration. In the figure, we notice a staircase behavior of the error
curve. When the weights are nearly equal as was obtained in our
experiment and the number of iteration is small, the combined
classifier performs a majority vote on the outputs of classifiers,
and the overall error is particularly reduced at odd iterations. In
the figure, the error for nonmatching pairs is larger than the error
for matching pairs. At odd iterations, the PB algorithm focuses
more on reducing the error for nonmatching pairs than on reducing the error for matching pairs in order to reduce the overall
error. Thus, the error curve for nonmatching pairs looks like a
staircase while the error curve for matching pairs does not. In the
figure, we also notice that the error of nonmatching pairs sometimes increases. The overall classification error, which is the average of the classification error of matching and nonmatching
pairs, decreases in each iteration. The PB algorithm reduces the

overall classification error and does not guarantee that the classification error of the nonmatching pair will decrease. In Adaboost, the training error of the combined classifier decreases as
the number of iteration increases, and this means that the classifiers are properly selected [13]. In the same manner, the reduction of training error in the PB algorithm also indicates that the
classifiers are properly selected.
E. Comparative Test
The performance of the proposed fingerprint is compared
with those of other binary fingerprints: the fingerprint using
the spectrogram and the APB algorithm [7] (denoted as
“SP APB”) and the fingerprint using the SSC and the APB
algorithm [9] (denoted as “SSC APB”). In [7] and [9], it was
experimentally verified that the two fingerprints are better than
the binary fingerprint of Philips fingerprinting system [2]. An
identical training set is used to obtain all fingerprints, and the
test sets for all fingerprints are also identical. The fingerprint
rate was fixed to the following: either 32- or 64-bit fingerprint
vector is extracted from 2.04 s of audio segment. The number of
frequency bands, band division, frame length, and frame shift
are identically set with those of the proposed fingerprint. The
performances of fingerprints of “SP APB” and “SSC APB”
are obtained using
, and the performance of the proand
.
posed fingerprint is obtained using
Figs. 6 and 7 compare the performance of the binary fingerprints by showing the receiver operating characteristic
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Fig. 7. Experimental results of 64-bit (I = 32) fingerprint against various distortions: (a) TD+MP3. (b) EQ1+MP3. (c) V+MP3. (d) E+MP3.
(e) BPF+MP3. (f) WMA+MP3. (g) EQ2+MP3. (h) SR+MP3. (i) TD+EQ1+V+E+MP3. (j) WMA+EQ2+SR+MP3. (k) TD+E+BPF+EQ2+MP3.
(l) EQ1+V+BPF+WMA+MP3.

TABLE II
AUDIO IDENTIFICATION RATE (SET1: TD+EQ1+V+E+MP3; SET2:
WMA+EQ2+SR+MP3; SET3: TD+E+BPF+EQ2+MP3; AND SET4:
EQ1+V+BPF+WMA+MP3)

Fig. 8. Distribution of the Hamming distance for nonmatching pairs.

(ROC) curve which plots the false negative (FN) rate versus the
false positive (FP) rate. The FN rate is defined as the rate that
matching pairs are falsely classified, and it relates to robustness.
The FP rate is defined as the rate that nonmatching pairs are
falsely classified, and it relates to the discriminating ability
of the fingerprint. Fig. 6 shows the performance of 32-bit
fingerprints extracted from 2.04 s of audio segment, and Fig. 7
shows the performance of 64-bit fingerprints extracted from
2.04 s of audio segment. For each experiment, about 11 000

matching and 220 000 000 nonmatching pairs were used. For
performance evaluation, a test set completely separate from
the training set was used. Figures (a)–(h) show, respectively,
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TABLE III
FILTERS AND QUANTIZERS SELECTED WITH NO ITERATION

experimental results for eight distortions used in the feature selection, and (i)–(l) show experimental results for four combined
distortions which are not directly used in the feature selection.
As shown in Figs. 6 and 7, the proposed fingerprint outperforms other fingerprints for every distortion condition considslightly outperforms
ered. Of the two distance measures,
.
The FP rate of the proposed fingerprint is much lower than
the FP rates of other fingerprints using the APB algorithm: the
APB algorithm which is also a variant of Adaboost cannot update the weights of nonmatching pairs because it uses a single
, the classifier violates
threshold. As shown in (9), when
for nonmatching pairs. This limits
the condition of
the discriminating ability of the fingerprint extracted using the
APB algorithm, but the PB algorithm can improve discriminating ability as well as the robustness by updating the weights
.
of both matching and nonmatching pairs by using
To further compare the discriminating ability of the proposed
fingerprint and those of other fingerprints, Fig. 8 shows the disof nonmatching pairs. The distribution of
tribution of
of nonmatching pair is not presented in the figure since
the range of
is different from that of
. As shown
in the figure, the mean values for three fingerprints are similar,
of the proposed fingerprint has
but the distribution of
a smaller variance. For a fixed threshold which is lower than
, the proposed fingerprint produced
the mean value of
smaller error: the error is determined by the area of distribution below the threshold. Smaller error means a lower FP rate
and better discriminating ability. The APB algorithm does not
update the weight of the nonmatching pair, thus the classifiers
which repeat classification error for the nonmatching pair can be
selected. But, the PB algorithm prevents repeated classification
error for the nonmatching pair, and this leads to lower FP rate.
To compare the audio identification performances of different
binary audio fingerprints, the audio identification rate based on

Fig. 9. Experimental results of the proposed fingerprint and fingerprint
obtained from filters and quantizers which are selected with no iteration:
(a) TD MP3. (b) EQ1 MP3. (c) V MP3. (d) E MP3. (e) BPF MP3.
(f) WMA MP3. (g) EQ2 MP3. (h) SR MP3.

+

+

+
+

+
+

+

+

is computed using a fingerprint DB
a 5-s audio clip
of 3000 songs. To evaluate the performance, 4400 audio clips
of length 5 s were extracted randomly from 100 different songs
already registered in the DB. In this experiment, we excluded
the query audio which is not registered in the DB, and the 4400
audio clips are used as query audio clips. In this experiment, it
is assumed that a query audio clip is correctly identified when
or
) between the
the distance (in terms of either
fingerprint of the query audio clip and the corresponding fingerprint in the DB is the smallest. Identification rate is defined as the
number of correctly identified query audio clips over the number
of all query audio clips. Identification rates for both 16 32-bit
and 16 64-bit fingerprints are shown in Table II. As shown
in the table, the proposed fingerprint outperforms other fingerprints for all distortions and fingerprint lengths considered.
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feature selection are presented in the figure. The fingerprint
obtained from filters and quantizers, which are selected with
no iteration, shows much higher FP rate than the proposed
fingerprint, and it means the fingerprint has poor discriminating
ability.
G. Similarity Measure Based on the Combined Classifier of
Adaboost
Fig. 10 compares the performances of two distance measures
and a similarity measure based on the combined classifier of Adextracted
aboost. In this experiment, 32-bit fingerprint
from an SSC image was used. Performances against eight distortions used in the feature selection are presented in the figure. As
and
outperform
. In terms
shown in Fig. 10,
and
outperform
since
of computation,
is a floating point number.
VI. CONCLUSION
In this paper, a novel binary audio fingerprint obtained by
quantizing the filtered outputs of spectral centroids has been
proposed. The filters and their associated quantizers are selected by the PB algorithm which is adapted from a well-known
learning algorithm called Adaboost for the purpose of feature
selection. By updating the weight distributions of the training
matching and nonmatching pairs, the PB algorithm improves
both robustness and discriminating ability. In our experiments,
the proposed fingerprint showed better performance in terms
of robustness and discriminating ability than binary audio
fingerprints previously reported.
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