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ABSTRACT

A bounding box commonly serves as the proxy for 2D ob-
ject detection. However, extending this practice to 3D detec-
tion raises sensitivity to localization error. This problem is
acute on flat objects since small localization error may lead
to low overlaps between the prediction and ground truth. To
address this problem, this paper proposes Sphere Region Pro-
posal Network (SphereRPN) which detects objects by learn-
ing spheres as opposed to bounding boxes. We demonstrate
that spherical proposals are more robust to localization error
compared to bounding boxes. The proposed SphereRPN is
not only accurate but also fast. Experiment results on the
standard ScanNet dataset show that the proposed SphereRPN
outperforms the previous state-of-the-art methods by a large
margin while being 2× to 7× faster. The code will be made
publicly available.

Index Terms— 3D Object Detection, Point Cloud, Re-
gion Proposal Network, Spherical Proposal.

1. INTRODUCTION

Object detection on 3D point clouds has received consider-
able attention for its wide range of applications, such as vir-
tual reality [1, 2], autonomous driving [3, 4] and robot naviga-
tion [5, 6]. Given a 3D scene, a detector identifies the objects
of interest at point-level.

Object detection in 3D domain is highly influenced by the
success of 2D methods. In 2D detection, a bounding box is
commonly served as the proxy for detecting an object. How-
ever, this work shows that extending this idea to 3D detection
raise sensitivity to localization error. This is because objects
can have regular (not skewed) aspect ratios in 2D frontal view
but flat in 3D, such as pictures and windows. Figure 1 illus-
trates the negative impacts of localization error on bounding
box predictions. Here, the localization error is decoupled into
rotation error εθ and translation error εx. Figures 1a and 1b
show that a large portion of points that belong to the object is
not covered by the predicted boxes due to small rotation and
translation. It is noted that localization error is generally in-
evitable due to limited training data, coordinate quantization,
noise, and outliers.
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Fig. 1: Effect of localization errors from rotation εθ and trans-
lation εx on box prediction (a), (b) and sphere prediction (c),
(d). The orange and blue boundaries with associated points
represent the prediction and ground truth, respectively. Zoom
in for best view.
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Fig. 2: Comparison between VoteNet [7] and SphereRPN on
ScanNet dataset.

This paper proposes SphereRPN to deal with localization
error. SphereRPN directly outputs a set of spheres, which
are then combined with a semantic map to get the final de-
tected objects. We analytically and experimentally demon-
strate the effectiveness of spherical proposals. Figure 1c and
1d show that spheres are invariant to rotation and less sen-
sitive to translation. Figure 2 compares the recall between
VoteNet [7] and the proposed SphereRPN on ScanNet [8]
dataset. Here, VoteNet relies on bounding box proposals,
leading to limited recall on classes of flat objects, includ-
ing window, picture, and curtain, while SphereRPN
achieves significant improvement on these classes.
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The contributions of this work are three-fold. (i) We point
out that extending 2D bounding box proposals to 3D results
in the sensitivity of performance to localization error. (ii) We
propose SphereRPN to learn spheres as proposals, which are
more robust to localization error. (iii) We achieve significant
improvements on both recall and inference speed compared
to recent state-of-the-art methods.

2. RELATED WORK

3D Deep Learning. In contrast to 2D images, 3D point
clouds are sparse and unstructured, causing extra difficulties
in 3D scene understanding. PointNet [9] is the pioneering
deep neural network that exploits the symmetrical property
of shared Multi Layer Perceptron (MLP) and max pooling to
handle the irregularity of point clouds. To retain geometrical
information, recent methods learn the order transformation
[10] or voxelize the input [11, 12], then apply 3D convolution
on the processed data. Multi-view strategies [13, 14, 15] and
graph-based networks [16, 17] are also widely studied in 3D
scene understanding.
2D/3D Object Detection. 2D object detection is highly influ-
enced by the success of Faster R-CNN [18]. Faster R-CNN
formulates the detection problem as a two-stage pipeline,
where a Region Proposal Network (RPN) outputs bounding
boxes as region proposals, and a Region-wise CNN (R-CNN)
refines the proposed regions. Since then, studies have been
proposed to improve the performance of the RPN [19, 20]
and the R-CNN [21, 22].

Motivated by 2D object detection, recent 3D methods
learn 3D bounding boxes as proposals. Qi et al. [9] propose
deep Hough voting, followed by bounding box prediction to
learn object proposals. Yang et al. [23] present 3D-BoNet
that directly predicts 3D bounding boxes and point-level
masks simultaneously per object. As analyzed in Section 1,
using 3D bounding boxes as proposals can be less accurate
for flat objects. Yi et al. [24] propose GSPN sets of points as
proposals. GSPN is a complex system that requires the incor-
poration of a center network, a prior network, a recognition
network, and a generation network. Thus, this method is slow
and not very accurate.
Proposal-free 3D Object Detection. Another family of
methods [25, 26, 27, 28] detects the object without pro-
posal by performing grouping on geometrically-transformed
points. These proposal-free methods can be considered as a
bottom-up strategy for detection, while the proposal-based
methods are based on a top-down strategy. We expect the
deeper incorporation of both strategies in future studies.
Sphere Recognition Task. It is worth noting that the pro-
posed method is different from the sphere recognition task
[29, 30], which detects spherical structures in the input. This
paper points out and addresses the limitations in existing
proposal-based object detection as opposed to considering
sphere detection as a pre-defined vision task.

3. PROPOSED METHOD

3.1. Input Point Clouds

The input of the network is a point set of arbitrary size
N . Each point is represented by its 3D coordinates pi =
(xi, yi, zi) and color feature fi = (ri, gi, bi), where i ∈
{1, ..., N}. The input point clouds are voxelized, where the
float coordinates are quantized into integer values. The color
features of all points in each voxel are averaged to get the
voxel color feature.

3.2. Backbone Network

To extract features from objects of different sizes, we propose
3D FPN, which is motivated by the FPN in 2D object detec-
tion [31]. Since the point clouds are sparse and unstructured,
we adopt 3D Submanifold Sparse Convolution (SSConv) [11]
as the building block for the FPN. We also extend the FPN to
perform semantic segmentation in the ensuing component.

From the voxelized input, the FPN outputs proportionally
sized features of K levels. Here, the size of the FPN feature
at level 0 is identical to that of the input. The size of the fea-
ture is reduced by a factor of 2 for each upper level. To out-
put multi-resolution features, the 3D-FPN consist of bottom-
up and top-down pathways [31]. The bottom-up pathway is
ResNet-18 [32] which outputs 6-level features. The top-down
pathway refines the bottom-up features. Following [31], an
extra level is added to the backbone, resulting in final 7-level
features {P0, P1, ..., P6}.

3.3. Sphere Subnet

The sphere subnet takes the multi-level FPN features as input
to output the sphere localizations and objectness confident
scores. The subnet begins with an SSConv layer [11], fol-
lowed by the sphere and objectness branches. The output
from low-level features, which have high resolution, predicts
small objects. The output from high-level features, which
have large receptive fields, predicts large objects. For com-
putational efficiency, the subnet uses the feature at levels
{P2, ..., P6} only.

To train the sphere subnet, we construct the ground-truth
spheres and objectness labels as follows. Considering all the
points within i-th instance, the sphere center is the averaged
coordinate and the radius is the distance between the cen-
ter and the farthest point. Formally, the ground-truth sphere
{c, r} is formulated as:

ci =
1

Ni

∑
j∈Ii

pj , ri = max
j∈Ii
||pj − cj ||, (1)

where Ni is the number of points in the instance Ii.
Each location (x, y, z) of the k-th level FPN feature can be

mapped back onto the input space as (2kx, 2ky, 2kz) which
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Fig. 3: Architecture of the proposed SphereRPN.
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Fig. 4: Detailed architecture of sphere subnet.

is the center of the receptive field of the feature location. If
a mapped location is inside the ground-truth sphere, it is de-
fined as a positive location, otherwise a negative. From the
definition of positive and negative locations, we can be as-
signed each location to a binary objectness label o. Each fea-
ture location also corresponds to a predicted sphere {ĉ, r̂} and
an objectness score ô. From the constructed labels, we can su-
pervise the predictions using multi-task loss as follows.

Lsphere = Lcls(ô, o) + 1{o 6=0}Lreg(ĉ, r̂, c, r). (2)

Here, Lcls, Lreg are the classification and regression loss.
The 1{o 6=0} is the indicator function, showing that the re-
gression loss is computed on the positive locations only.
The classification loss is implemented using Binary Cross
Entropy. The regression loss is multi-criteria loss.

Lreg = LIoU + LsIoU , (3)

where LIoU and LsIoU are the IoU and soft IoU losses, re-
spectively. The IoU loss encourages the predicted sphere
to have high overlap with the ground-truth. The IoU of two
spheres is derived as follows:

Vint =
π

12d
(r̂+r−d)2

(
d2 + 2d(r̂ + r)− 3(r̂ − r)2

)
, (4)

IoU =
Vint

V̂ + V − Vint
, (5)

where d, V̂ , V , and Vint are the distance between two sphere
centers, volume of predicted sphere, volume of ground-truth
sphere, and the intersection between them, respectively. Fol-
lowing [33] the IoU loss is the negative logarithm of the IoU.
To strengthen the regression, we adopt the soft IoU loss [23],
which is analogous to IoU loss but at point level.

3.4. Semantic Subnet

The semantic subnet receives the FPN feature at level-0 and
outputs the semantic maps of the whole input. The semantic
subnet is constructed from a single SSConv layer and trained
with Cross Entropy Loss. The final total loss is the combina-
tion of the sphere and semantic losses:

Ltotal = Lsphere + αLsema. (6)

Here, α is the semantic loss weight, which is set to 0.2 to
balance two loss terms.

4. EXPERIMENTS

4.1. Experiment Settings

Dataset. The experiments are conducted on the standard
ScanNet v2 [8] dataset.
Implementation Details. The model is implemented by
Pytorch [34] and trained with Adam optimizer [35] for 200
epochs. The learning rate is initialized to 0.001 and halved
after 120 and 160 epochs. The batch size is set to 4. The
network converged in about one day on a single Tesla V100
GPU. At inference, the predicted spheres with low object-
ness scores are filtered out by Non-Maximum Suppression
(NMS) with an IoU threshold of 0.25. After NMS, the top
100 spheres with the highest scores are kept, then merged
with the semantic predictions to get the final detected object.
Evaluation Metrics. The quality of region proposals is mea-
sured with recall at different IoU thresholds. The IoU is mea-
sured at point-level for a fair comparison. The runtime is mea-
sured on a single Tesla V100 GPU.

4.2. Experiment Results

Benchmarked Results. The proposed SphereRPN is com-
pared with recent state-of-the-art proposal-based methods,
including GSPN [24] and VoteNet [7]. Table 1 reports
the benchmarked results. Overall, SphereRPN outperforms
GSPN and VoteNet by a significant margin in terms of av-
eraged recall over class (3-th column). Here, GSPN directly
uses points as proposals, resulting in the recall of 42.0%.
VoteNet produces bounding boxes as proposals, obtaining
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Method Rep. Mean cabinet bed chair sofa table door window bkshf picture counter desk curtain fridge shr ctn toilet sink bathtub other

GSPN [24] None 42.0 29.9 67.1 73.5 71.1 50.7 41.3 36.6 37.7 18.8 13.7 38.4 35.8 50.9 35.7 43.1 17.2 64.5 30.3
VoteNet [7] Box 48.8 29.0 84.0 67.1 75.3 59.4 34.5 16.0 59.7 5.0 50.0 66.9 17.9 57.9 35.7 82.8 32.7 77.4 27.7
SphereRPN Sphere 54.3 37.1 66.7 78.3 85.6 59.0 32.8 46.5 54.5 40.0 25.5 33.9 43.3 31.6 67.9 98.3 62.5 83.9 30.7

Table 1: Comparison between the proposed SphereRPN and recent state-of-the-art proposal methods on ScanNet v2 in terms
of recall at IoU threshold 0.5. Here, abbreviations are used for bookshelf (bkshf) and shower curtain (shr cnt).

(a) Input (b) Semantic label (c) Instance label

(d) Sphere pred. (e) Semantic pred. (f) Instance pred.
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(g) Recall at IoU 0.25 and 0.5 of the proposed Spher-
eRPN at different number of proposals.

Fig. 5: (a)-(f) Visualization of input, ground-truth, and predicted output of each component in SphereRPN. (g) Ablation study
on the number of proposals.

Metric GSPN VoteNet SphereRPN

Inference time (ms) 1371 448 193
Speed up 1× 3× 7×

Table 2: Inference time and relative speed up of SphereRPN
compared to the others.

48.8%. The proposed SphereRPN relies on spheres to detect
objects, achieving the recall of 54.3%, which is 12.3% and
5.5% higher than those of GSPN and VoteNet, respectively.
Notably, the main improvement of SphereRPN over VoteNet
is contributed by classes of flat objects, such as window
(+30.5%), picture (+35.0%), curtain (+25.4%), and
shower curtain (+32.3%). This demonstrates the effec-
tiveness of spherical proposals compared to bounding boxes.
Table 2 benchmarks the inference time of the methods. Here,
GSPN and VoteNet take 1371ms and 448ms to process a scan.
The proposed SphereRPN inference time is 193ms, which is
7× and 2× faster than GSPN and VoteNet, respectively.
Ablation Study. Figures 5a to 5f visualize the input, the
label, and the prediction of each component of SphereRPN.
Here, the accurate sphere and semantic predictions lead to ac-
curate merged instance prediction. Figure 5g presents the re-
call of SphereRPN with different number of proposals. With
only 10 proposals, SphereRPN is able to achieve recall@0.5
and recall@0.25 of 40% and 60% , respectively. The recall

plateaus at around 100 proposals.

5. CONCLUSION

We have presented SphereRPN, a high-quality region pro-
posal network for 3D object detection on point clouds. Spher-
eRPN address limitations in existing bounding box proposals
which are sensitive to localization errors. Experiments on the
standard ScanNet dataset demonstrate that SphereRPN out-
performs previous state-of-the-art methods by a significant
margin while being 2× to 7× faster.
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