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ABSTRACT Action repeat has become the de-facto mechanism in deep reinforcement learning (RL) for
stabilizing training and enhancing exploration. Here, the action is taken at the action-decision point and is
executed repeatedly for a designated number of times until the next decision point. Although showing several
advantages, in this mechanism, the intermediate states which stem from repeated actions are discarded in
training agents, causing sample inefficiency. To utilize the discarded states as training data is nontrivial as
the action, which causes the transition between these states, is unavailable. This paper proposes to infer the
action at the intermediate states via an inverse dynamic model. The proposed method is simple and easily
incorporated into the existing off-policy RL algorithms - integrating the proposed method with SAC shows
consistent improvement across various tasks.

INDEX TERMS Action repeat mechanism, off-policy reinforcement learning, reinforcement learning,
sample efficiency.

I. INTRODUCTION
Reinforcement learning (RL) [38] holds the promise of
autonomous robots to solve a diverse set of tasks in an uncer-
tain and unstructured environment. Recent advances in RL
with deep neural networks have achieved remarkable suc-
cesses ranging from exceeding human-level performance in
playing video games [8], [28], [42], defeating a professional
human Go player [34], [35], and learning to accomplish
simple robotic tasks autonomously [2], [21], [26], [29].

Despite these notable breakthroughs, RL suffers from poor
data efficiency [2], [21]. In an attempt to address this problem,
many studies focus on improving the learning algorithm to
better exploit the collected data [11], [13], [17], [32]. Another
approach is to create new data from the collected one,
by transmuting the failed episodes into successful [3], and/or
applying data augmentation on the input states [24], [45].

The associate editor coordinating the review of this manuscript and

approving it for publication was Cheng Chin .

These studies suggest that the RL agents can extract more
learning signals from collected data if a suitable method is
applied. Motivated by this observation, the paper explores
another avenue to increase the amount of training data from
the intermediate states during action repeats.

Action repeat is a mechanism widely used in many RL
settings, where the agent repeatedly performs a selected
action for a fixed number of time steps into the environment.
The use of action repeat enjoys several merits of stabiliz-
ing learning [7], operating at higher speeds [23], and better
exploration [18]. This mechanism also plays a critical role
in achieving high performance [9], [14], [25]. However, the
problem of action repeat is that only the canonical data,
where the agent is really making decisions, are used for
training while the intermediate states are often discarded.
It is more inefficient when the action repeat parameter is
high, a large amount of potentially learnable data are dis-
carded. Furthermore, even when these intermediate states
are maintained, they are not ready for training because the
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intermediate executed actions are not always the same, thus
lacking the representative action to formulate transitions.

Previous work [16] tackles this problem by introduc-
ing the concept of pseudo-action, which heuristically com-
putes the average of the intermediate actions and pretends as
if the pseudo-action was repeated between a pair of interme-
diate states. This heuristic operates under the assumption that
dynamics (i.e., transition probability) can be linearly approx-
imated, which might not be valid when there is a drastic
change in the states, especially in high-dimensional environ-
ments. Noted that, when given the fixed number of environ-
ment steps in an episode, both utilizing skipped frames and
using action repeat of one, i.e., no skip, increase the same
amount of data. However, utilizing skipped frames is different
in that it provides denser transition while still guaranteeing
the difference in consecutive states.

In this paper, a learning-based method is proposed to infer
the pseudo-actions. Specifically, an inverse dynamic model
is employed, which systematically outputs the action given
consecutive states. This model is learned using the canonical
data and then leveraged to infer the pseudo-actions for the
intermediate states. By using the inverse dynamic model, the
dynamics of generated pseudo-transitions are more similar to
the canonical data as the model aims to represent the inher-
ent dynamics of the environment without any assumptions.
The proposed method is simple and can be easily incor-
porated into the existing off-policy RL algorithms. Further-
more, our method is orthogonal and can be complementary
to other methods that also attempt to increase samples for
training such as Reinforcement Learning with Augmented
Data (RAD) [24] and Data-regularized Q (DrQ) [45]. The
experimental results show that incorporating the proposed
method into the base RL algorithms significantly improves
performance over the baselines.

The contributions of this paper are as follows:
• A learning-based method is proposed to utilize the
skipped frames, in which the corresponding pseudo-
actions are inferred by using the deep inverse dynamic
model to improve the sample efficiency.

• Ageneral procedure is introduced to incorporate the pro-
posedmethod into the existing off-policy RL algorithms.

• The experiment on the continuous control tasks from
DeepMind control suite [39] shows the improvement
when combining the proposed method with Soft Actor-
Critic (SAC) [13] and RAD [24]. Furthermore, a com-
parison to prior methods showing the use of the inverse
dynamic model infers better pseudo-actions. Finally,
analyses are provided to show the effects of using
pseudo-data and action repeats under the proposed
method.

The remainder of this paper is organized as follows.
Section II summarizes the related works. Section III describes
the background to solve the problem and the RL algorithm
for verification. Section IV presents the proposed method
for utilizing skipped frames. Section V describes the envi-
ronments for conducting experiments and the detailed setup.

Section VI shows the results and analyses of the proposed
method. Finally, Section VII concludes this work and dis-
cusses the advantages and disadvantages.

II. RELATED WORK
A. OFF-POLICY REINFORCEMENT LEARNING
Off-policy learning is the method aiming to reuse past sam-
ples collected by any policy to learn the target policy. In con-
trast, on-policy learning requires new samples for (nearly)
every update [31], [32], which is extravagantly expensive,
as the number of gradient steps and required samples per
step increases when learning complex tasks. In overcom-
ing the problem of sample inefficiency, various off-policy
reinforcement learning (RL) algorithms have recently been
introduced to effectively exploit the past experiences
[13], [17], [26]. Rainbow deep Q-learning (DQN) [17]
achieves human-level performance on Atari domain [6] by
combining several techniques such as dueling network archi-
tectures [43], double Q-learning [40], and distributional
DQN [5]. In the continuous control domain, Soft Actor-Critic
(SAC) [13] achieves state-of-the-art sample efficiency results
by incorporating the maximum entropy framework [46], and
it can be further improved on high-dimensional environments
by leveraging data augmentations [24], [45].

B. DYNAMIC MODELS FOR SAMPLE EFFICIENCY
Another approach to improving the sample efficiency is to
leverage the dynamic models. Previous works often focus on
modeling the forward [12], [15], [20] and inverse dynam-
ics [1], [30]. The dynamic models can be used in several
ways in improving the performance of RL agents. First,
the learned model can be used to sample fictitious experi-
ences for training, in addition to the real agent’s experiences
[20], [38]. Also, planning through the learned model [12],
[14], [15], [30] is another way to reduce sample complex-
ity. In addition, the model learning also can be used as an
auxiliary task to learn better representation without explicitly
sampling or planning, as demonstrated in [1], [19], [25], [44].
In this work, another usage of the inverse dynamic model is
explored, where the learned model is leveraged to generate
the representative actions for the skipped frames in action
repeats. The proposed method can be considered as the first
way of using the dynamic models, where the RL agents
leverage the learned model to generate more samples for
training.

C. ACTION REPEAT IN REINFORCEMENT LEARNING
In RL, the agent is commonly assumed to work in a discrete-
time environment with a fixed unit step. Although algorithms
are naturally designed in this native space, learning at the
quickest timescale (i.e., at unit step) provided by the envi-
ronment may not be practical or efficient. It is convenient to
have agents operate at a slower timescale (i.e., the multiple
steps). To accommodate the agent with a suitable timescale,
one can directly adjust the control frequency to find the best
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FIGURE 1. Illustration of action repeats under environment and agent views. Upper: Example of the
action repeat in one agent step. States at action-decision points are represented by solid circles.
Intermediate states are dash circles. Black arrows represent action at environment perspective. Blue
arrow represents action at the agent perspective. Lower: The pseudo-action â1 is inferred for
utilizing the intermediate states.

one, or by using the action repeatmechanism, which executes
an action selected by the agent’s policy for a fixed number of
times.

1) THE ADVANTAGE OF ACTION REPEAT
Action repeat mechanism is widely used in both discrete
[27], [28], [41] and continuous control [14], [15], which
enjoys several advantages. First, operating at a slower
timescale increases the action-gap [10], which can lead to
more stable learning [7]. This is because the actions are easier
to rank reliably when their value estimate is uncertain or
noisy. Also, action repeat allows the algorithms to compute
the action once every a fixed number of time steps and hence
reduce computational cost [18], [23]. This is a particularly
important issue in practice since the deep RL agent requires
considerable time to produce actions via deep neural net-
works, especially when observations are high-dimensional.
It also helps the agent operate at higher speeds, thus achieving
real-time performance. Furthermore, performing an action
for a longer duration may help better exploration [18]. For
instance, in the navigation tasks, the agent may have a higher
chance of visiting the novel states by repeating the same
action, which makes the agent move in one direction for a
long time and removes some redundant sequences of action
that jitter back forth at a fast timescale.

2) ACTION REPEAT AS A HYPER-PARAMETER
In practice, the length of action repeats is usually consid-
ered as a hyper-parameter and fixed while training. In the
Atari 2600 benchmark [6], previous works commonly use
the length of 4 across tasks [17], [28]. In contrast, [9] shows
that choosing the proper length of action repetition for each
task is critical to achieving high performance. For instance,
Seaquest achieves the best performance with a very high
value of 180, while Space Invaders and Beam Rider are
best with 60. Similarly, Planet benchmark [15] also sets
a specific length of action repeat for different tasks from

DeepMind control Suite [39] leading to high performance.
While Dreamer benchmark [14] fixes the value of action
repeats across tasks, which is considered more challenging
than Planet benchmark.

3) ACTION REPEAT AS AN ADAPTIVE PARAMETER
Fixing the length of action repeats can be sub-optimal during
learning. To address this problem, [23] introduced an adaptive
action repeat method, which modifies DQN [28] to select
an appropriate value of action repeat from a set of two val-
ues. [33] also proposed a more flexible method named Fine
Grained Action Repetition (FiGAR), which can decide action
repeat parameters in a wider range and is applicable to either
discrete or continuous control domains.

4) THE DISADVANTAGE OF ACTION REPEAT
A negative aspect of the action repeat mechanism is that it
discards all the intermediate states between action-decision
points. The number of discarded data increases with more
collected data, leading to a negative impact on the sample
efficiency. Furthermore, these intermediate states cannot be
directly used for training because the intermediate actions
that caused the transition are not always the same value
(see Section III-C), thus lacking a representative action for
describing the full transition. [16] attempts to tackle this prob-
lem by considering the average of the intermediate actions as
a representative action, which may not be good in complex
systems, such as high-dimensional observations. In this work,
a learning-based method is proposed to infer better pseudo-
actions, thus effectively utilizing the intermediate states for
training.

III. BACKGROUND
In this section, the framework of pixel-based reinforcement
learning is presented together with a representative off-policy
algorithm, Soft Actor-Critic. Additionally, the interaction
between an agent and an environment under action repeats
is also described.
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FIGURE 2. The orange boxes indicate the standard components in the off-policy RL setting,
the green boxes indicate the components in the proposed method. The inverse model is
trained with the canonical data and used to create pseudo-actions for the intermediate
frames.

A. MARKOV DECISION PROCESS
In reinforcement learning (RL), the agents act within a
Markov decision process, defined as a tuple (S,A, p, r, γ ),
where S is the state space, A is the action space, p =
Pr(st+1|st , at ) is transition probability distribution which is
usually unknown, r : S ×A→ R is the reward function that
maps the current state and action to a reward rt = r(st , at ).
The goal of RL algorithm is to find the optimal policy that
maximizes expected rewards R =

∑
∞

t=0 γ
trt , under discount

factor γ ∈ [0, 1).
In this work, the pixel-based control tasks are considered,

where the agent receives visual observations, ot = O(st ),
which are high-dimensional, indirect representation of the
state. Since some information about the state cannot be cap-
tured from a single image (e.g., the velocity), the problem is
formulated as a partially observable Markov decision process
(POMDP), which is defined as (O,A, p, r, γ ), where O is
the observation space. Following common practice [28], the
POMDP is converted into an MDP by stacking consecutive
observations into a state st = {ot , ot−1, ot−2, . . .}.

B. SOFT ACTOR-CRITIC
Soft Actor-Critic (SAC) [13] is an actor-critic off-policy RL
algorithm for continuous control based on the maximum
entropy RL framework [46], which encourages exploration
and robustness to noise by maximizing a weighted objec-
tive of the reward and the policy entropy. To update the
parameters, SAC alternates between the soft policy evaluation
and soft improvement steps. The soft policy evaluation step
learns a parametric Q-function Q(st , at ) using experience
from the replay buffer D by minimizing the soft Bellman
error:

J (Q) = E(st ,at ,rt ,st+1)∼D
[(
Q(st , at )− rt − γ V̄ (st+1)2

)]
.

(1)

The target value function V̄ is approximated via a Monte-
Carlo estimate of the following expectation:

V̄ (st ) = Eat∼π
[
Q̄(st , at )− α logπ (at |st )

]
, (2)

where Q̄ is the target Q-function, with its parameters are
obtained from an exponentially moving average of the
Q-function parameters for stabilizing training [26]. The soft
policy improvement step then updates the stochastic policy π
by minimizing the following objective:

J (π ) = Est∼D
[
Eat∼π

[
α logπ (at |st )− Q(st , at )

]]
, (3)

where, the stochastic policy π (at |st ) is a parametric tanh-
Gaussian that givens the state st samples an action at =
tanh (µ(st )+ σ (st )ε), with ε ∼ N (0, 1), and µ and σ are
parametric mean and standard deviation.

Additionally, in this work, the learnable version of temper-
ature α between the reward and the entropy is used instead of
using a fixed value, which is learned against a target entropy
as the following objective:

J (α) = E(st ,at )∼D
[
−α logπ (at |st )− αH̄

]
, (4)

where H̄ ∈ R is the target entropy hyper-parameter that the
policy attempts to match. In practice, the value of H̄ is set
equal to −|A|.

C. ACTION REPEAT
The action repeat is mechanism widely applied in many RL
settings with the advantages mentioned in Section II. In this
setting, each selected action is performed several times into
the environment. Formally, let environment steps define the
steps viewed from the environment perspective, and agent
steps define the steps viewed from the agent perspective. Let
K be the number of times that an action is repeated. Then,
at each state s0, sK , s2K , . . ., which are referred to as action-
decision points, the agent samples action a0, aK , a2K , . . .
from a policy, and executes each action K times into the envi-
ronment, i.e., a0 = a1 = . . . = aK−1, aK = aK+1 = . . . =
a2K−1, and in general aiK = aiK+1 = . . . = a(i+1)K−1, i ≥ 0.
As a result, one agent step corresponds to K environment
steps as illustrated in Figure 1 (upper). In conventional deep
RL settings, only action-decision points, s0, sK , s2K , . . . and
their corresponding actions a0, aK , a2K , . . . are used for train-
ing, the other intermediate states are discarded.
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IV. METHOD
This section discusses the sample inefficiency when using
action repeats. Tomitigate this problem, we propose amethod
to reuse discarded samples via an inverse dynamicmodel. The
procedure to incorporate the proposed method into off-policy
algorithms is also introduced.

A. OVERVIEW
In the off-policy RL algorithms, the Q-networks are learned
by fitting the transitions collected from different policies,
which allows learning from the data collected by older poli-
cies. These transitions are commonly maintained in a replay
buffer, denoted by D1, as shown in Figure 2. A canonical
transition over consecutive action-decision points can be rep-
resented as (siK , aiK , s(i+1)K ), where i = 0, 1, 2, . . ..
As described in the previous section, the intermediate

states between action-decision points are discarded. This is
because the action corresponding to the transition between a
pair of intermediate states is not available, i.e., not the same
intermediate actions are repeated. For instance in Figure 1,
between the states s1 and sK+1, the action a0 is repeated
K −1 times, and action aK is performed one time. Therefore,
to utilize a pair of these two states for learning, it is required
to have a representative action that accurately represents the
transition as if this action is repeated K times, as demon-
strated in Figure 1 (lower). The proposed method aims to
utilize the intermediate data to train Q-networks.

B. PSEUDO-ACTION GENERATION USING THE
INVERSE MODEL
Previous work [16] introduces the pseudo-action for the
representative action, where it is computed by the average
of the action sequence between intermediate states. This
method is based on a linear approximation of the dynamics,
which might not always be valid in many environments.
To address this problem, this paper introduces a learning-
based method, which uses an inverse dynamic model in infer-
ring the pseudo-actions.

An overview of the proposed method is shown in Figure 2.
In addition to the standard replay buffer D1, a second replay
buffer D2 is maintained to store intermediate states. The
inverse dynamic model I parameterized by θ takes the input
as two consecutive states in producing the action in between.
In the training phase, the inverse dynamic model is fitted
by the data sampled from the replay buffer D1. While in
the inference phase, the learned model is used to predict the
pseudo-actions for transitions in the buffer D2. The inverse
model is optimized by minimizing the mean square error
objective:

J (I ) = E(siK ,aiK ,s(i+1)K )∼D1

[
‖Iθ (siK , s(i+1)K )− aiK‖2

]
. (5)

The proposed method leverages the expressive capacity of
deep neural networks to learn the pseudo-actions, and thus is
more flexible in complex systems such as high-dimensional

Algorithm 1 Utilizing Skipped Frames (changes to Original
SAC in green)
1: Hyper-parameters: Number of training steps N , action

repeat K , number of extra critic updatesM .
2: for i = 0 to N do
3: Execute action ai ∼ π (si) repeatedly K times
4: Store canonical data:

D1← D1 ∪ {siK , aiK , s(i+1)K , r̄(i+1)K }
5: Store intermediate data: with l = 1..K − 1

D2← D2 ∪ {siK−l, s(i+1)K−l, r̄(i+1)K−l}
6: Sample a batch B ∼ D1
7: Train critic: EB [J (Q)]
8: Train actor: EB [J (π )]
9: Train inverse model: EB [J (I )] F Equation (5)

10: for j = 0 to M do
11: Sample a batch B′ ∼ D2
12: Infer pseudo-action using inverse model Iθ
13: Train critic: EB′ [J (Q)]
14: end for
15: end for

environments. In this work, the inverse dynamic model is
composed of a convolutional encoder and a multilayer per-
ceptron (MLP). The encoder is shared with the actor and
critic. TheMLP head produces the deterministic action. It can
be more robust if the MLP head outputs the stochastic action,
i.e., predicting the distribution over the actions. We leave this
for future work.

C. IMPLEMENTATION
The proposed method requires only a small modification to
use pseudo-data in addition to canonical data, thus it is eas-
ily incorporated into the existing off-policy RL algorithms.
In this work, the soft actor-critic (SAC) [13] is selected for
demonstration since it is one of the state-of-the-art algorithms
in the continuous control domain.

Algorithm 1 shows the pseudo-code that applies the pro-
posed method to SAC. The intermediate states are addition-
ally collected and stored in a second buffer (line 5). The
inverse dynamic model is trained together with the actor and
critic by using the data sampled from the replay buffer D1
(lines 6-9). In addition to the standard update for the critic,
we apply M extra updates for the critic with the data drawn
from the replay buffer D2 (lines 11-13). This procedure is
designed for readily incorporating into the off-policy RL
algorithms, thus the extra update for the actor is omitted.
Noted that, in the standard setting, the reward representing
for K a consecutive action-decision points is accumulated,
i.e., at some state siK , the corresponding reward r̄iK =∑K−1

l=0 riK−l . The same procedure calculating the reward is
also applied for the pseudo-transitions in the replay bufferD2.

The size of the second replay buffer is proportional
to the standard replay buffer based on the action repeat
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FIGURE 3. The six vision-based control tasks from DeepMind Control [39] are used to evaluate including Cheetah-run, Cartpole-swingup, Ball in
cup-catch, Reacher-easy, Hopper-hop, and Reach-duplo. The action repeat parameter used for these tasks are ranging from 4 to 8.

hyper-parameter, which is 1:K − 1. The data are sampled
uniformly from the buffers. The hyper-parameter M can
be used to control how much the critic should learn from
the pseudo-transitions. This is helpful because the generated
pseudo-transitions are approximated, which can have a nega-
tive impact on the learning process. Furthermore, in an early
stage of training when the inverse model might be inaccurate,
or when we collect enough good trajectories, the learning
from pseudo-data can be easily disabled by setting M = 0.
In practice, we first train the inverse model on the initial
samples from the exploration step (see Section V-B) before
using it to infer pseudo-actions.

V. EXPERIMENTAL SETUP
A. ENVIRONMENT SETUP
The proposed method is evaluated on six challenging contin-
uous control tasks fromDeepMind Control suite (DMC) [39]:
Cheetah-run, Cartpole-swingup, Ball in cup-catch, Reacher-
easy, Hopper-hop, and Reach-duplo, as shown in Figure 3.
Based on the setting in Planet benchmark [15], we select
these tasks as their large value of the action repeat, which is
suitable for demonstrating the effectiveness of the proposed
method. DMC is widely used to evaluate the performance
of RL agents learning from pixels [14], [24], [36], [45].
Following the common setting, the agent state is a stack of
three consecutive 84×84 RGB frames, the action is the vector
ranging from 1 to 9 dimensions and bounded in range of
[−1, 1], the reward values range from 0 to 1. The episode is a
length of 1000 and has randomized initial states. The action
repeat for each task is followed the Planet benchmark [15],
with Kcheetah = Kball in cup = Kreacher = Khopper = 4, and
Kcartpole = 8. For Reach-duplo, it is not included in Planet,
thus we use the action repeat of 4 for consistent.

B. TRAINING DETAILS
In SAC, the visual states are firstly fed through a convo-
lutional encoder, which consists of four convolution layers
with 3 × 3 kernels, 32 channels. The stride of 2 is used to
first conv layer and the stride of 1 for the rest. The ReLU
activation is applied after each conv layer. The output of
the last conv is flattened and fed into a 50-d fully-connected
layer, followed by Layer Normalization [4], the output of the
encoder is the feature vector of 50 dimensions. These features
are used for the actor and critic, where the critic network
consists of three 1024-d hidden layers followed by ReLU

activations except the last. The actor network is similar with
slightly different, the last layer outputs mean and covariance
for the diagonal Gaussian. The inverse dynamic model is
parameterized by two 256-d fully-connected layers followed
by Layer Normalization and ReLU activation, except the
last layer, which is applied Tanh activation, since, in our
considered environments, the action space is bounded in the
range [−1, 1]. To produce a pseudo-action given two states,
the corresponding feature from the encoder is obtained, which
is the 50-d vector, these two features are then concatenated
into a 100-d vector and fed into the inverse dynamic model to
output the predicted action. The dimension of output depends
on the action space in each environment.

Unless otherwise specified, the default hyper-parameters
of the algorithm are as follows: the actor, the critic, the
encoder, and the inverse model are trained using Adam opti-
mizer [22] with default parameters and learning rate of 1e−4,
except for Cheetah and Cartpole, which use 1e − 3. A mini-
batch size of 128 is used for training both from standard and
second buffers. The initial temperature is 0.1, the soft target
update rate τ is 0.01. In the beginning, the agent first collects
1000 seed samples using a random policy. Afterward, further
training samples are collected by sampling actions from the
current policy. We perform one critic update every time we
receive a new sample. The target network and the actor
updates are performed every 2 critic updates. The standard
replay buffer is the size of 1e5, and the second buffer is
(K−1)×1e5. The buffer is a queue that operates on a first-in,
first-out (FIFO) principle. Once the buffer is full, the oldest
samples are replaced by new samples. For the update from
second buffer, one extra update is applied, i.e, M = 1. For
the vanilla SAC, the extra updates use data from D1.
The performance of the agent is evaluated across 5 seeds;

for every seed, the average returns of 10 episodes are com-
puted every 10000 environment step. The figures show the
mean performance together with±1 standard deviation shad-
ing. The performance is reported over the true environment
steps as a common practice [14], [36], [45], thus are invariant
to the action repeat hyper-parameter.

VI. RESULTS
A. COMPARISON WITH PRIOR WORK
In this section, a comparison with previous methods is
conducted. The baselines include the base RL algorithm
SAC without using skipped frames (SAC), and the previous
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FIGURE 4. The results on selected continuous control tasks. The proposed method significantly improves the performance against to without using
skipped frames, and outperforms the previous method [16] in all tasks. The results show that our method can infer more reasonable pseudo-action for
a pair of intermediate states.

FIGURE 5. The experiment investigates the proposed method when combining with RAD [24] - a method that uses image augmentation for increasing
training data. From the results, the performance of RAD with using skipped frames is consistently improved over RAD, which shows the proposed
method is complementary with other methods and can be easily integrated with them.

method [16], which uses the average of actions between two
intermediate states as pseudo-actions (SAC+ avg.). For a fair
comparison, the baselines are trained with the same number
of extra updates for the critic. Specifically, for SAC, the
data for the extra updates are sampled from buffer D1. For
SAC + avg., the pseudo-actions are computed to formulate
the pseudo-transitions, which are stored in the buffer D2 and
used for the extra updates.

The result in Figure 4 shows the improvement of the pro-
posed method over the vanilla SAC. From the results, with-
out using skipped frames, the vanilla SAC still can achieve
high performance when the exploration is adequate, i.e. more
diverse samples are provided. This suggests that the use of
pseudo-transitions, though approximate, can provide diverse
data and denser signals to train critic networks, thus improv-
ing the performance of the actor. In comparison to the previ-
ous method, the proposed method consistently outperforms.

This can be attributed to the quality of the inferred pseudo-
actions, which are more accurate and complied the inherent
dynamics of the environment, resulting in the distribution of
the generated pseudo-data closer to the distribution of the
canonical data, thus leading the improvement.

B. COMBINATION WITH AUGMENTATION
The proposed method focuses on utilizing the commonly
discarded data in action repeats, thus is orthogonal to other
methods that also attempt to increase training data in RL.
Recently, the augmentation demonstrates the effectiveness in
vision-based RL [24], [37], [45]. In this section, we show
that our method is complementary to such techniques and
gains benefits when combined with them. We use RAD [24]
as a representative method in using augmentation, since its
simplicity and it only requires small modification over SAC.
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FIGURE 6. The ablation results show the effects of learning inverse model as auxiliary task. In all conducted environments, jointly learning the inverse
model only slightly improves performance. Overall, the results shows that the mainly reason causing the improvement is from the use of skipped
frames.

FIGURE 7. Investigation of agents learns under different action repeat parameters. Solid and dotted lines indicate the propose method and vanilla
SAC, respectively. The proposed method almost enhances the performance in all cases, where the vanilla SAC struggles to learn.

TABLE 1. Average training time (hours) in six environments measured over 100000 training iterations. The proposed method is 3× slower than previous
method.

When combined with our method, the augmentation is also
applied for pseudo-transitions. For simplicity, the random
crop transformation is used across environments.

The results are presented in Figure 5. For all environ-
ments, RAD combined with the proposed method gains the
improvement, which is clearer in Cartpole and Cheetah. The
results show that our method is flexible, easily integrated, and
complementary to other off-policy algorithms.

C. ABLATION EXPERIMENTS
In this section, the effects of using extra data are analyzed.
In addition, the effects of different action repeat parameters
are also investigated.

1) EFFECTS OF INTERMEDIATE DATA
While training the agent, the inverse dynamic model is jointly
learned as an auxiliary task. One may attribute the improve-
ment to this auxiliary learning. To investigate how much the
improvement comes from the use of extra data, we exper-
iment with three settings: (i) the SAC agent is trained as

normal (SAC), (ii) the proposed method but without extra
updates from the pseudo-data (SAC+ IDM), and (iii) the pro-
posed method. The extra updates for (i) and (ii) are used data
from the standard replay buffer, i.e., at line 11 of Algorithm 1,
the mini-batch B′ is sampled from D1, and inferring pseudo-
actions is disabled.

The results are shown in Figure 6. In Cheetah and Cart-
pole environment, learning the inverse dynamic model makes
slight gains, while in Ball in cup, the improvement is clearer.
In contrast, when using extra data, the results show a signifi-
cant difference. The overall results show that using the extra
data mainly causes the improvement. The use of extra data in
the proposed method provides more dense transitions in state
space, thus resulting in diverse exploration.

2) EFFECTS OF THE ACTION REPEATS
We investigate the proposed method and the vanilla SAC
under the different value of action repeats with K = {2, 4, 8}.
The effect of action repeats is different depending on the
environment. For instance, the smaller action repeat is better
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in the case of Cartpole, however, it is worse in the case of
Cheetah and Ball_in_cup, which are more suitable with an
action repeat of 4. The result suggests that choosing proper
action repeat parameters is critical to achieving high perfor-
mance and faster convergence. Additionally, this parameter
also depends on the underlying RL algorithm, such as in
Planet [15], the specific action repeat value is chosen for each
environment for providing a clearer learning signal or using
a constant value in the case of Dreamer [14]. Under the con-
sidered tasks, utilizing skipped frames during action repeats
with the proposed method helps improve the performance.

3) RUNNING TIME
The average running time over 1e5 training iterations for
all environments is reported in the Table 1. This result is
measured on AMD Ryzen Threadripper 3970X CPU, RTX
3080× 2 GPU, and 128GB RAM. Overall, our method is 6×
and 3× slower compared with vanilla SAC and SAC+avg,
respectively. This extra time is mainly caused by additionally
training inverse model (line 9 in Algorithm 1), inferring
pseudo-action, and extra updates for the critic (line 12-13 in
Algorithm 1). However, this is a necessary trade-off since we
leverage the high expressive capacity of a deep neural net-
work to produce better quality pseudo-actions, which results
in better performance (Figure 4).

FIGURE 8. Investigation of agents learns under different size of the
second buffer. The performance is not significantly changed when the
size of buffer changed.

4) LIMITED-SIZE OF THE SECOND BUFFER D2
In some cases, it may be resource-consuming when maintain-
ing a large size of the second buffer. Thus, we investigate
the efficacy of second buffers that have the capacity for
only a relatively small number of experiences. Other hyper-
parameters are kept unchanged. The results are shown in
Figure 8. Note that, in Cartpole, the size of 7e5 corresponds
to the default setting, and 1e5 corresponds to the same size
as standard buffer D1. Similarly, in Ball in cup, the size of
3e5 corresponds to the default setting, and 1e5 corresponds to
the same size as the standard buffer. We find that all buffers
perform well with a small drop in performance. There is an
exception in Cartpole when the buffer size is set to 1e5, which
is 7× smaller than the default, the performance is dropped
more clearly compared to the others. Overall, the results show
that our method is not sensitive to the second buffer size,
which is useful when the resource is limited.

FIGURE 9. Investigation of agents with more updates from the second
buffer. Our method works well on small M = 1, 2.

5) EFFECTS OF THE EXTRA UPDATES
In this part, we investigate the performance when updating
more from the second buffer by controlling the value of M
(line 10 in Algorithm 1). The other hyper-parameters are
kept unchanged. We would like to emphasize that, although
pseudo-transitions are helpful for learning more efficiently.
However, these transitions are just approximated and not
what the agent executed in the environment (i.e., pseudo-
actions). Thus if we overuse them for training, it may harm
performance. Indeed, from the results in Figure 9, if we
update moderately (M = 1, 2) from the second buffer, the
performance is just slightly changed. However, if we overly
update from the second buffer (M = 4 in Cartpole and
M = 3 in Ball in cup), the performance is dropped. For
simplicity and efficient training, we use M = 1 for all the
environments, which balances the update from the real and
synthetic data to achieve good performance.

VII. DISCUSSION AND FUTURE WORK
This paper introduces a new method for effectively utilizing
the skipped frames during action repeats, which are often
discarded in many deep RL settings. The proposed method
is simple and easily incorporated into the existing off-policy
RL algorithms. Experimental results of combining with SAC
in DeepMind control suite environments show significant
improvement over vanilla SAC. Comparison to the prior
method demonstrates the effectiveness of using the inverse
dynamic model in inferring better pseudo-actions. Further-
more, choosing the appropriate length of action repeats is
critical to achieving high performance.

In this paper, the experiments are conducted in the con-
tinuous control domain. A possible future direction is to
extend the proposed method into the discrete control domain.
In addition, the refinements can be made to enhance the per-
formance, such as scheduling the number of extra updates for
the critic or, instead of deterministic, modeling a stochastic
inverse dynamic model for robust prediction.
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